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UNCERTAINTIES IN MODELLING
First we introduce some basic concepts related to di erent sources
of uncertainties in modelling and tools to quantify uncertaity. We
start with linear model, with known properties.

3.1

INTRODUCTION
Consider simple regression
problem, where we are
interested in modeling the
systematic part behind the
noisy observations.
In addition to the best tting
model, we need information
about the uncertainty in our
estimates.
For linear models, we have
classical statistical theory giving
formulas for the uncertainties
depending on the assumptions
on the nature of the noise.

4.1

NON-LINEAR MODELS
For non-linear models, or high
dimensional linear models, the
situation is harder.
Simulation based analysis, such
as Markov chain Monte Carlo,
provides remedies.
If we are able to sample
realizations from our model
while perturbing the input, we
can asses the sensitivity of the
model output on the input.
The Bayesian statistical
paradigm allows handling of all
uncertainties by a uni ed
framework.

5.1

STATISTICAL ANALYSIS BY SIMULATION
The uncertainty distribution of model parameter vector θ given the observations y and
the model: p(θ|y, M).
This distribution is typically analytically intractable.
But we can simulate observations from p(y|θ, M).

Statistical analysis is used to de ne what is a good t. Parameters that are consistent
with the data and the modelling uncertainty are accepted.
6.1

MARKOV CHAIN MONTE CARLO – MCMC
Simulate the model while sampling the
parameters from a proposal distribution.
Accept (or weight) the parameters according to a
suitable goodness-of- t criteria depending on
prior information and error statistics de ning
the likelihood function.
The resulting chain is a sample from the Bayesian
posterior distribution of parameter uncertainty.

7.1

POSTERIOR DISTRIBUTIONS

While sampling the model using MCMC, we get:
Posterior distribution of model parameters.
Posterior distribution of model predictions.
Posterior distribution for model comparison.
In many inverse problems, model parameters are of
secondary interest. We are mostly interested in modelbased predictions of the state. Usually it is even
enough to be able to simulate an ensemble of possible
realizations that correspond to the prediction
uncertainty.

8.1

https://en.ilmatieteenlaitos. /weather/helsinki?forecast=long

EXAMPLE: UNCERTAINTY IN NUMERICAL WEATHER PREDICTIONS
European Centre for Medium Range Weather Forecasts (ECMWF) runs an ensemble of
50 forecasts with perturbed initial values. This is done twice a day to get a posterior
distribution of the forecast uncertainty.

https://en.ilmatieteenlaitos. /weather/helsinki?forecast=long
9.1

GENERAL MODEL
Here we will mostly consider a modelling problem in very general form
y = f (x, θ) + ϵ,
observations = model + error.

If we assume independent Gaussian errors ϵ ∼ N (0, I σ 2 ), the likelihood function
corresponds to a simple quadratic cost function,
n

1 ∑i (yi − f (xi |θ))
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We can directly extend this to non-Gaussian likelihoods by de ning
SS(θ) = −2 log(p(y|θ)), the log-likelihood in "sum-of-squares" format.
For calculating the posterior, we also need to account SSpri (θ) = −2 log(p(θ)), the
prior "sum-of-squares".
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SOURCES OF UNCERTAINTIES IN MODELLING
uncertainty

source

methods

Observation

instrument noise,

sampling design

sampling, representation,

retrieval method

retrieval
Parameter
Model formulation

Initial value

estimation,

optimal estimation

calibration, tuning

MCMC

approximate physics,

model diagnostics

numerics,

model selection

resolution, sub-grid scale

averaging

processes

Gaussian processes

state space models

Kalman lter
assimilation

11 . 1

PARAMETER ESTIMATION
Some remarks on di erent estimation paradigms, before we go fully
Bayesian.

12 . 1

PARAMETER ESTIMATION
When considering the problem of parameter estimation we basically have two
alternative methodologies: classical least squares estimation and Bayesian approach.
When the model is non-linear or the error distribution is non-Gaussian, we need
simulation based or iterative numerical methods for estimation.
With MCMC we apply Bayesian reasoning and get as a result a sample from the
distribution that describes the uncertainty in the parameters.
Uncertainty in the estimates together with error in the observations cause uncertainty
in the model predictions. Monte Carlo methods allow ways to simulate model
predictions while taking into account the uncertainty in the parameters and other
input variables.

13 . 1

A NOTE ON NOTATION
The symbol θ stands for the unknown parameter to be estimated in the basic model
equation y = f (x; θ) + ϵ. This is common in statistical literature.
However, statistical inverse problem literature is usually concerned in estimating
unknown state on the system, which is typically denoted by x. In statistical terms, we
are dealing with same problem.
However, in the state estimation problem there are usually speci c things to take care
of, such as the discretization of the model.
Especially when we are following the Bayesian paradigm, all uncertainties, whether the
concern the state of the system, the parameters of the model or the uncertainty in the
prior knowledge, are treated in uni ed way.

14 . 1

EXAMPLE

f (x, θ ) + ϵ

Consider a chemical reaction A

→ B → C

, modelled as an ODE system

dA
dt

= −k1 A

dB
dt

= k1 A − k2 B

dC
dt

= k2 B

The data y consists of measurements of the components A, B, C at some sampling
instants, and the x's are the time instances ti , i = 1, 2, . . . n, but x could include other
conditions, such as temperature.
The unknowns to be estimated are the rate constants, θ = (k1 , k2 ) and perhaps some
initial conditions.
The model function f (x, θ) returns the solution of the above equations, perhaps using
some numerical ODE solver.
15 . 1

ESTIMATION PARADIGMS
An estimate of a parameter is a value calculated from the data that tries to be as
good approximation of the unknown true value as possible.
For example, the sample mean is an estimate of the mean of the distribution that is
generating the numbers.
There are several ways of de ning optimal estimators: least-squares, maximum
likelihood, minimum loss, Bayes estimators, etc.
An estimator must always be accompanied with estimate of its uncertainty. Basically,
there are two ways of considering the uncertainties: frequentistic (sampling theory
based) and Bayesian.

16 . 1

ESTIMATION PARADIGMS
Frequentistic, sampling theory based uncertainty considers the sampling
distribution of estimator when we imagine independent replications of the same
observation generating procedure under identical conditions.
In Bayesian analysis the information on the uncertainty about the parameters is
contained in the posterior distribution calculated according to the Bayes rule.

17 . 1

EXAMPLE
If we have independent observations yi ∼ N (θ, σ 2 ), i = 1, … , n from normal
⎯⎯⎯
distribution (assume known σ 2 ), we know that that the sample mean y is a minimum
variance unbiased estimator for θ and it has sampling distribution
⎯⎯⎯

y ∼ N (θ, σ

2

/n).

This can be used to construct the usual con dence intervals for θ.

18 . 1

EXAMPLE (CONT.)
Bayesian inference assumes that we can directly talk about the distribution of
parameter (not just the distribution of estimator) and use Bayes formula to make
inference about it. The 'drawback' is the necessary introduction of the prior
distribution.
If our prior information on θ is very vague, p(θ)
we have
⎯⎯⎯

θ ∼ N (y , σ

, then after observing the data y

= 1

2

/n)

and this distribution contains all the information about θ available to us.
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MARKOV CHAIN MONTE CARLO – MCMC
Next we look in more detail in some speci c MCMC algorithms and
their uses.

20 . 1

MCMC METHODS
In principle, the Bayes formula solves the estimation problem in a fully probabilistic
sense.
The posterior distribution can be used for probability statements about the model
unknowns. We can use MAP or posterior mean as a point estimate, calculate
probability limits (con dence regions), etc.
However, some problems remain.
How to de ne the a prior distribution.
How to calculate the integral of the normalizing constant.
The integration of the normalizing constant is a di cult task in high dimensional, nonlinear cases (dimension higher than 2 or 3). The Bayesian approach has become truly
accessible due to various Monte Carlo methods.
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MCMC
Markov chain Monte Carlo (MCMC) algorithms generates a sequence of parameter
values θ1 , θ2 , … whose empirical distribution, approaches the posterior distribution.
The generation of the vectors in the chain θn , n = 1, 2, … is done by random
numbers (Monte Carlo) is such way that each new point θn+1 may only depend on the
previous point θn (Markov chain). Intuitively, a correct distribution of points θ is
generated by favoring points with high values of the posterior p(θ|y).
The chain may be used as if it would be a sample from the posterior, and various
conclusions concerning the model predictions may be based on mean values,
variances etc. computed by the chain.
A simple but typical example of Markov chain is a random walk Xn+1 = Xn + ϵn ,
where the random increment ϵn does not depend on Xn , Xn−1 , ….
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HIGH DIMENSIONAL SPACES ARE VERY EMPTY
Things are more complicated in high dimensions
and our intuition is easily fooled.
The plot shows the volume of a hyper sphere
2π

d/2

r

d

dΓ(d/2)

divided by the volume of a hyper cube (2r)d .
Random walk type methods are needed to
explore the space of statistical signi cant
probability. Otherwise we will always be lost at
some distant corners.
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THE METROPOLIS-HASTINGS ALGORITHM
1. Choose initial values θ0 and proposal density q.
2. Using current value of the chain θi propose a new value θ ′ using proposal distribution
q(θi , ⋅).
3. Generate a random number u uniform on [0, 1] and accept the new value if
′

u ≤ min

′

π(θ )q(θ , θi )

1,
.
′
{
π(θi )q(θi , θ ) }

4. If accepted set θi+1 = θ ′ , if not θi+1 = θi .
5. Go to ii) until enough values have been sampled.
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Top 10 Algorithms of the 20th Century

RANDOM WALK METROPOLIS
Number 1 in the list of Top 10 Algorithms of the 20th Century .

chain(1,:) = oldpar;
for i=2:nsimu % simulation loop
newpar = oldpar + randn(1,npar)*R;
newss = ssfun(newpar,xdata,ydata);
if (newss<oldss | rand < exp(-0.5*(newss-oldss)/sigma2)))
chain(i,:) = newpar;
% accept
oldpar
= newpar;
oldss
= newss;
else
chain(i,:) = oldpar;
% reject
end
end
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MCMC IN PRACTICE
How to do MCMC in practice.

26 . 1

NON-LINEAR MODEL FITTING
Consider a non-linear model describing observations y by control variables x and
parameter vector θ:
y = f (x, θ) + ϵ,

ϵ ∼ N (0, I σ

2

).

In 'classical' theory we nd the optimal θ by minimizing the sum of squares
n

SS(θ) =

2

∑

(yi − f (xi , θ))

i=1

which leads to a non-linear minimization problem. Con dence regions for θ are
usually obtained by linearizing the likelihood function and by asymptotic arguments.
In Bayesian approach we can get a similar t by using a likelihood de ned by SS(θ)
augmented by suitable prior information and the inference is done with the posterior
distribution of θ obtained by MCMC sampling.
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METROPOLIS-HASTINGS ALGORITHM
Random walk Metropolis-Hastings algorithm with Gaussian proposal distribution (and
Gaussian likelihood).
Propose new parameter value θprop
proposal distribution.

= θcurr + ξ

, where ξ

∼ N (0, Σprop )

is drawn from th

Accept θprop with probability,
1
α(θcurr , θprop ) = 1 ∧ exp
−
{
2(

SS(θprop ) − SS(θcurr )
σ

2

1

−
SSpri (θprop ) − SSpri (θcu
)
2(

For Gaussian likelihoods with scalar unknown σ 2 we can update it with a Gibbs draw
from
σ

−2

∼ Γ

n0 + n
(

2

n0 S
,

2

0

+ SS(θcurr )
2

)

.
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PRIOR INFORMATION
In the previous algorithm, we assumed that the prior distributions was given as
SSpri (θ).
In general SSpri (θ) = −2 log(p(θ)), which for standard distributions and independent
components is easy to formulate.
If prior is independent Gaussian θi

2
i

p

SSpri (θ) =

∑ (

2

∼ logN (log(νi ), η )
i

p

SSpri (θ) =

∑ (
i=1

ηi

, then we have

2

θi − νi

i=1

For log normal density θi

,

∼ N (νi , η ) i = 1, … p

)

.

we have
2

log(θi /νi )
ηi

)

.
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OBSERVATION ERROR
In previous example, we assumed a so called conjugate prior for the error variance σ 2
with
p(σ

−2

) = Γ

n0
( 2

2
,
n0 S

2

0

)

.

This is useful as the conditional distribution p(σ −2 |y, θ) is known:
p(σ

−2

|y, θ) = Γ

n0 + n
(

2

2
,
n0 S

2

0

+ SSθ )

.

And this allows us to sample a new value for σ 2 after every MH step by Gibbs
sampling.
Matlab step required:
sigma2

= 1/gammar(1,1,(n0+n)./2,2./(n0*s20+oldss));

This prior distribution is also known as inverse χ 2 prior for σ 2 .
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GIBBS SAMPLING
In Gibbs sampling the target is updated component wise (or in blocks), so that the
proposal distributions is a conditional target distribution with respect to the other
components.
qi (θi |θi− ) = π(θi |θ1 , θ2 , … , θi−1 , θi+1 , … , θd )

We see that the acceptance probability is then always 1. Problem is the construction of
conditional probabilities.
If the 1 dimensional conditional distribution is not known, it must be approximatively
created. This usually requires several evaluations of the likelihood to build an empirical
version of the distribution.
In some applications there are easy ways to construct these distributions. Hierarchical
linear models with conjugate priors being one typical example.
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CONJUGACY
There was a trick in using Gamma distribution in the sampling of the error variance
before.
When calculating the posterior we need to compute the product of likelihood and prior
p(y|θ)p(θ) and consider it as a distribution for the parameter θ. The likelihood itself is
not generally a density with respect to θ. However it can have a form that can be
scaled to be a density and with suitable prior, the product will also retains this form.
For example the Gaussian distribution considered as function of σ 2 is similar to
Gamma distribution for τ = 1/σ 2
1

−

2

e

(x−μ)
2σ

2

2

∝ τ

α−1

−βτ

e

.

‾‾‾
πσ
√‾
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WHY CONJUGACY
Conjugacy is many times just a computational aid that is used because one does not
want to code more realistic alternatives.
However it sometimes comes from the idea that parameters and data arise from a
same kind of reasoning. If prior and posterior have the same form, the prior can be
thought as arising from (imaginary) data by directly observing the parameter.
Also, conjugacy is basis for simple textbook demos of Bayesian analysis
(examples in nornor.m, sigmaprior.m, binbeta).
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EXAMPLE: NORMAL LIKELIHOOD, NORMAL PRIOR
Gaussian likelihood with Gaussian prior.
nobs
xmean
obssigma2
priormu
priorsigma2

=
=
=
=
=

10;
1.0;
0.5^2;
0;
0.2^2;

x = linspace(-2,2,200);
prior = norpf(x,priormu,priorsigma2);
postmu = (priormu/priorsigma2+nobs*xmean/obssigma2) /...
(1/priorsigma2 + nobs/obssigma2);
postsigma2 = 1/(1/priorsigma2+nobs/obssigma2);
posterior = norpf(x,postmu,postsigma2);
postuninf = norpf(x,xmean,obssigma2/nobs);
plot(x,prior,x,posterior,x,postuninf)
hline([],xmean);
legend({'prior','posterior','posterior (noninf)','obs'},'Location','best')
title('Gaussian likelihood with Gaussian prior for \mu')
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EXAMPLE: INV-χ 2
Inverse χ 2 as prior for σ 2 .
% prior parameters
n0 = 1;
s20 = 5;
% observed sum-of-squared
n = 40;
ss = 10*n;
x = linspace(0.01,20,200);
plot(x,invchipf(x,n0,s20),...
x,invchipf(x,n+n0,(n0*s20+ss)/(n0+n)))
hline([],ss/n);
legend({'prior','posterior','obs'})
title('Inverse \chi^2 prior for \sigma^2')
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EXAMPLE: BETA - BINOMIAL
Binomial likelihood with Beta prior.
n = 10; % number of tries
y = 1; % number of success
p = linspace(0,1);
a = 3; b = 3; % prior parameters
prior = betapf(p,a,b); % prior
ptas = betapf(p, y+a, n-y+b); % posterior
plot(p,ptas,p,prior)
hline([],y/n);
legend({'posterior','prior','obs'},'Location','best')
title('Binomial likelihood with Beta prior for p')
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CHAIN CONVERGENCE
Monte Carlo methods have error in the estimates that behaves like

1
√n

where n is

number of simulations, or in general, available resources or CPU cycles.
Non-stochastic numerical methods have much better convergence results, but
generally there are no usable direct numerical methods for high dimensions (>3–4).
In addition to slow convergence, the MCMC chain has correlation between simulated
values, which a ect the Monte Carlo error of the estimates calculated from the chain.
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SERIAL AUTOCORRELATION

38 . 1

INTEGRATED AUTOCORRELATION TIME τ
The second term
∞

τ = 1 + 2

∑

ρ(k)

k=1

is called integrated autocorrelation time. It tells the increase of variance of sample
based estimates due to autocorrelation. It is the price to pay of not having an i.i.d.
sample.
Function iact.m in MCMC toolbox estimates τ using method due Sokal.
An alternative method for estimating the Monte Carlo error is by batch mean
standard error, functions bmstd.m and chainstats.m.
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CHAINS THAT HAVE NOT MIXED YET
>> chainstats(chain,names)
MCMC statistics, nsimu = 1000
mean
std
MC_err
tau
geweke
--------------------------------------------------------------------theta_1
0.037146
0.29164
0.054374
67.086
0.017371
theta_2
-0.98318
0.39323
0.082073
112.74
0.43098
theta_3
0.0077533
0.37183
0.076218
101.3
0.013535
theta_4
0.058239
0.34665
0.069839
101.88
0.014742
---------------------------------------------------------------------
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CHAINS THAT HAVE BETTER MIXING
>> chainstats(chain,names)
MCMC statistics, nsimu = 1000
mean
std
MC_err
tau
geweke
--------------------------------------------------------------------theta_1
0.047117
0.42071
0.068536
43.274
0.027867
theta_2
-1.1139
0.49858
0.088196
47.542
0.60531
theta_3
0.050454
0.43527
0.069026
41.525
0.023323
theta_4
0.033922
0.42226
0.067013
43.516
0.038749
---------------------------------------------------------------------
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ERGODICITY
The theoretical correctness of MCMC methods may be expressed by the following
ergodicity theorem.
Let θ1 , . . . θn be the samples produced by a MCMC algorithm. The following should be
valid, and indeed is, for example for the random walk Metropolis algorithm with a
Gaussian proposal:
Theorem Let π be the density function of a target distribution in the Euclidean space Rd .
Then the MCMC algorithm simulates the distribution π correctly: for an arbitrary bounded
and measurable function f : Rd → R it ('almost surely') holds that
1
lim
n→∞

n

(f (θ1 ) + … + f (θn )) =

∫

R

f (θ)π(dθ).
d
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ERGODICITY AND PREDICTIVE INFERENCE
The ergodicity theorem simply states that the sampled values asymptotically approach
the theoretically correct ones, for each realization of the chain.
Note the role of the function f . If f is the characteristic function of a set A, then the
right hand side of the equation gives the probability measure of A, while the left hand
side gives the frequency of 'hits' to A by the sampling.
But f might also be our model and then f (θ) is the model output assuming the
parameter value θ. The theorem states that the values calculated at the sampled
parameters correctly gives the distribution of the model predictions, the so called
predictive distribution.
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PREDICTIVE INFERENCE
Predictive inference means studying the posterior distribution of the model
predictions. In many applications these predictions are more interesting than the
actual values of the model parameters.
The nice feature of MCMC analyses is the ease with which you can make probability
statements and inference on the values that can be calculated from the model.
We simply calculate the model prediction for each row of the chain (or random subset
of it) and we have a sample from the posterior predictive distribution.
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PARAMETER UNCERTAINTY

45 . 1

MODEL PREDICTION UNCERTAINTY

46 . 1

MCMC TOOLBOX FOR MATLAB
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https://www.github.com/mjlaine/mcmcstat/

MCMC TOOLBOX FOR MATLAB
model.ssfun = @mycostfun
data = load('datafile.dat');
parameters = {
{'par1', 2.3 }
{'par2', 1.2 }
};
options.nsimu = 5000;
options.method = 'am';
[results,chain] = mcmcrun(model,data,parameters,options);
mcmcplot(chain,[],results)

Matlab toolbox for adaptive MCMC https://www.github.com/mjlaine/mcmcstat/

48 . 1

SOME MCMC THEORY
Let's review some theory of Markov chains related to MCMC.

49 . 1

SOME MCMC THEORY
Let θ be a parameter vector having values in a parameter space Θ, indexing family of
possible probability distributions p(y|θ) describing our observations y.
The Bayes formula gives the posterior π in terms of likelihood and prior p(θ)
p(y|θ)p(θ)
π(θ) := p(θ|y) =
∫ p(y|θ)p(θ) dθ

Markov chain Monte Carlo methods construct a Markov chain which has the space Θ
as its state space and π as its limiting stationary distribution.
That means we have a way of sampling values from posterior distribution π and
therefore make Monte Carlo inference about θ in form of sample averages and density
estimates.
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MARKOV CHAIN MONTE CARLO – MCMC
A Markov chain is described by a transition kernel P(θ, d θ ′ ) that gives for each state θ
the probability distribution for the chain to move to state dθ ′ in the next step. Below
we assume that there exists a corresponding transition density p(θ, θ ′ ).
MCMC methods produce chains that are aperiodic, irreducible and ful ll a reversibility
condition called detailed balance equation:
′

′

′

π(θ)p(θ, θ ) = π(θ )p(θ , θ)

θ, θ

′

∈ Θ.

If π is the initial distribution of the starting state, then the intensity of going from state
′
′
θ to state θ is same as that of going from θ to θ.
Direct consequence of the reversibility is
′

∫

′

π(θ)p(θ, θ ) dθ = π(θ ), for all θ

′

∈ Θ

that means that π is the stationary distribution of the chain and we can use a sample
from the chain as a random sample from π .
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THE METROPOLIS-HASTINGS ALGORITHM
In Metropolis-Hastings algorithm we generate a Markov chain with a transition density
′

′

′

p(θ, θ ) = q(θ, θ )α(θ, θ ),

p(θ, θ) = 1 −

θ ≠ θ

′

∫

′

′

q(θ, θ )α(θ, θ ) dθ

for some proposal density q and for acceptance probability α.
The chain is reversible if and only if
′

′

′

′

′

π(θ)q(θ, θ )α(θ, θ ) = π(θ )q(θ , θ)α(θ , θ).

Which leads to choose α as
′

′

α(θ, θ ) = min

Usually Θ ⊂
state space.

d

R

′

π(θ )q(θ , θ)
1,
{

′

π(θ)q(θ, θ ) }

.

, but the reversibility condition can be formulated in more general
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NOTES
In MH algorithm we need to calculate the posterior ratio π(θ ′ )/π(θ) in the formula for
α but Bayes formula gives this in terms of likelihood and prior as
′

′

p(y|θ )p(θ )
p(y|θ)p(θ)

and the constant of proportionality disappears.
We need some theory of Markov chains but with important simpli cations: we know
by construction that the stationary distribution π exists.
Also, we are able to choose the initial distribution as we like. That gives us simple ways
to prove important ergodic properties of the MH chain.
The law of large numbers that gives us permission to use sample averages as
estimates and the central limit theorem which gives us the convergence rate for the
algorithms.
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REVERSIBLE JUMP METROPOLIS-HASTINGS ALGORITHM
The detailed balance equation can also be formulated in very general state spaces. For
the Metropolis-Hastings algorithm to work it must only accept states from where there
is a positive probability to do a reversible move back to the original state.
For the reversible jump Metropolis-Hastings algorithm the state space is written as
E = {(k, θ

(k)

), k ∈ , θ

where  is enumerable model space and θ (k)
(k)
k . The dimension of θ
can vary with k.

(k)

∈ Θk

∈ Θk } ,

is the parameter space of model

The posterior distribution can be factorized as
π(θ

(k)

, k) = π(θ

(k)

|k)π(k)

and we might be interested in the posterior probabilities of di erent models π(k) and
draw conditional or marginal conclusions about di erent models in terms of π(θ (k) |k)
or π(θ (k) ).
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IMPLEMENTING RJMCMC

55 . 1

STEP OF THE ALGORITHM:
When being in model ki with parameter vector θi

(ki )

:

1. Choose a new model j by drawing it from distribution p(i, ⋅). Propose a value for the
parameter θ (j) by generating u from distribution qk j (θi

(ki )

i

2. Accept the move with probability (**): ki+1

= j

, u)

and θi+1

(ki+1 )

3. If the move is not accepted, stay in the current model: ki+1

.

= θ

(j)

= ki

.
and θi+1

(ki+1 )

= θ

(ki )
i

.

In step (ii) it is also possible to choose stay in the current model and do a standard
Metropolis-Hastings step.
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ADAPTIVE MCMC METHODS
Short description of adaptive MCMC methods which were developed
to solve large number of estimation problems without hand tuning
of the algorithm.
MCMC adaptation has many interesting theoretical questions about
convergence of the methods.
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ADAPTIVE METHODS, AM
The bottleneck in MCMC (Metropolis) calculations often is to nd a proposal that
matches the target distribution, so that the sampling is e cient. This may lead to a
time-consuming trial-and-error tuning of the proposal.
Various adaptive methods have been developed in order to improve the proposal
during the run.
One relatively simple way is to compute the covariance matrix of the chain and use it
as the proposal.
This is called AM, the Adaptive Metropolis algorithm.
In AM the new point depends not just on the previous point, but on the earlier history
of the chain. So the algorithm is no more Markovian. However, if the adaptation is
based on an increasing part of the chain, one can prove that the algorithm produces
a correct ergodic result.
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ADAPTIVE METHODS, AM
Adaptive Metropolis is a random walk algorithm that uses Gaussian proposal with a
covariance Cn that depend on the chain generated so far,
Cn =

C0 ,

{ s cov(θ , … , θ ) + s εI ,
d
1
n
d
d

n ≤ n0

,

n > n0 .

where sd is a parameter that depends only on the dimension d of the sampling space,
ε > 0 is a constant that we may choose very small, and n0 > 0, de nes the length of
the initial non–adaptation period and we let
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ADAPTIVE METHODS, AM
This form of adaptation can be proven to be ergodic. Note that the same adaptation,
but with a xed update history length, is not ergodic.
The choice for the length of the initial non-adaptive portion of the simulation, n0 , is
free.
The adaptation is not needed be done at each time step, only at given intervals. This
form of adaptation improves the mixing properties of the algorithm, especially for high
dimensions.
The role of the parameter ε is to ensure that Cn will not become singular. In most
practical cases ε can be safely set to zero.
2
The scaling parameter usually is taken as sd = 2.4 /d .
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DR, THE DELAYED REJECTION ALGORITHM
Suppose the current position of a sampled chain is θn = θ. As in a regular MH, a
candidate move θ1′ is generated from a proposal q1 (θ, ⋅) and accepted with the usual
probability
′

α1 (θ, θ ) = 1 ∧
1

′

′

1

1

π(θ )q1 (θ , θ)
′

π(θ)q1 (θ, θ )
1

Upon rejection, instead of retaining the same position, θn+1 = θ, a second stage
move, θ2′ , is proposed. The second stage proposal is allowed to depend not only on
the current position of the chain but also on what we have just proposed and rejected:
′
q2 (θ, θ , ⋅).
1
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DR, THE DELAYED REJECTION ALGORITHM
It can be shown that an ergodic chain is created, when the second stage proposal is
accepted with probability
′

′

1

2

α2 (θ, θ , θ ) = 1 ∧

′

′

′

′

′

′

′

2

2

1

2

1

2

1

π(θ )q1 (θ , θ )q2 (θ , θ , θ)[1 − α1 (θ , θ )]
′

′

′

′

1

1

2

1

π(θ)q1 (θ, θ )q2 (θ, θ , θ )[1 − α1 (θ, θ )]

This process of delaying rejection can be iterated to try sampling from further
proposals in case of rejection by the present one.
However, in many cases the essential bene t – more accepted point in a situation
where one (e.g., Gaussian) proposal does not seem to work properly – is already
reached by the above 2-stage DR algorithm.
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DR WITH ADAPTATION: DRAM
It is possible to combine the ideas of adaptation and delayed rejection. To avoid
complications, a direct way of implementing AM adaptation with an $m$-stage DR
algorithm is suggested.
The proposal at the rst stage of DR is adapted just as in AM: the covariance Cn1 for
the Gaussian proposal is computed from the points of the sampled chain, no matter at
which stage of DR these points have been accepted in the sample path.
The covariance Cni of the proposal for the i 'th stage (i = 2, . . . , m) is computed as a
scaled version of the rst proposal, Cni = γi Cn1 .
The scale factors γi can be freely chosen: the proposals of the higher stages can have a
smaller or larger variance than the proposal at earlier stages.
We have seen that AM alone typically recovers from an initial proposal that is too
small, while the adaptation has di culties if no or only a few accepted points are
created in the start. So a good default is to use just a 2 stage version where the second
proposal is scaled down from the (adapted) proposal of the 1. stage.
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DRAM - DELAYED REJECTION ADAPTIVE METROPOLIS
DRAM version of the MH
algorithm that proposes from a
Gaussian distribution.
Second stage proposal
covariance is half the size of
the rst stage.
Adaptation is done after every
20 iterations.
Animation shows the rst 100
DRAM steps.
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SHORT CHAINS AND ADAPTATION
It is important to make short chains as e cient as possible. E cient: produce
estimates with small Monte Carlo error.

Short MCMC chain repeated 1000 times with di erent algorithms, Gaussian 10
dimensional target and too large initial covariance.
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SHORT CHAINS AND ADAPTATION
But, adaptation might slow the convergence.

Same as in the previous slide, but now with more optimal initial proposal, Gaussian 10
dimensional target, near optimal initial covariance.
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FASTER MCMC: PARALLEL CHAINS
Random walk MCMC is by nature
sequential, and it is generally more
e cient to run one long chain than
many short independent chains.
One could runs several chains in
parallel, without communication
between the chains.
In parallel adaptive MCMC, the
adaptation is done over the points in all
chains and they share one common
adapted proposal covariance.
Communication between the chains can
be asynchronous.
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EARLY REJECTION
In many cases SS(θ) is a monotonically increasing function wrt. adding new
observations or simulating the model further in time.
With the acceptance probability α(θcurr , θprop ) de ned as before, we draw
u ∼ U(0, 1), and accept if
−2 log(u) <

SS(θprop ) − SS(θcurr )
σ

2

+ SSpri (θprop ) − SSpri (θcurr ).

If we write this as
SScrit = −2 log(u) + SS(θcurr )/σ
< SS(θprop )/σ

2

2

+ SSpri (θcurr )

+ SSpri (θprop ),

then we can stop evaluating the model when SS(θprop )

≥ (SScrit − SSpri (θprop ))σ

2

.
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OTHER MCMC VARIANTS AND IMPLEMENTATIONS
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https://mc-stan.org
https://docs.pymc.io
https://cran.r-project.org/package=FME
https://chi-feng.github.io/mcmc-demo/
Hamiltonian
Monte Carlo from scratch

GRADIENT BASED METHODS
Langevin di usion.
Hamiltonian methods.
Both need (automatic) di erentation of the likelihood / forward model.
Other toolboxes
STAN https://mc-stan.org
PYMC3 https://docs.pymc.io
FME https://cran.r-project.org/package=FME
Nice animations of di erent MCMC methods by Chi Feng
https://chi-feng.github.io/mcmc-demo/ .
See also blog post by Colin Carroll Hamiltonian Monte Carlo from scratch .
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EXAMPLE: DYNAMICAL STATE SPACE MODELS AND
MCMC
As a more advanced example on modelling with MCMC methods, we
consider a general state space model as a framework for
multivariate time series analysis. This is closely connected with
Janne's lectures about the Kalman lter.
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DLM – DYNAMIC LINEAR MODEL
State space form of the general model
xt = Mt xt−1 + Et ,
yt = Ht xt + ϵt ,

Et ∼ Nm (0, Qt )
ϵt ∼ Np (0, Rt ).

Model operator Mt , observation operator Ht , model error covariance Qt , observation
error covariance Rt , with time index t = 0, 1, … , n.
Bayesian hierarchical model
Observation model: p(yt |xt , θ).
Process model: p(xt+1 |xt , θ).
Parameter model: p(θ).
Bayes formula
n

p(x1:n , θ|y1:n ) ∝

∏

p(yt |xt , θ)p(xt |xt−1 , θ)p(θ).

t=1
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ESTIMATING LINEAR STATE SPACE MODEL
For dynamic linear models we have computational tools for all relevant statistical
distributions.
one step predictions by Kalman lter.
p(xt |y1:t , θ) ltering distribution by Kalman lter.
p(xt |y1:n , θ) smoothing distribution by Kalman smoother.
p(x1:n |y1:n , θ) joint state by simulation smoother.
p(y1:n |θ) parameter likelihood by Kalman lter likelihood.
p(x1:n , θ|y1:n ) joint state and parameter by MCMC.
p(xt+1 |xt , y1:t , θ)

The parameter θ contains the auxiliary model parameter related to model structure and
observation and model error covariances. The parameters can be xed by prior knowledge,
estimated by maximum likelihood, or estimated and marginalized over by MCMC.
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TREND ANALYSIS BY SIMULATION
Kalman formulas give marginal distributions p(xt |y1:n , θ).
We can simulate DLM states from p(x1:n |y1:n , θ).
Need MCMC to integrate out the uncertainty about θ and simulate from
p(x1:n |y1:n ) =

∫

p(x1:n |y1:n , θ) dθ.

This is needed, for example, to get uncertainty estimates of trend related statistics in
time series analysis.
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ESTIMATING PARAMETERS
How to select the model matrix M ?
By considering all the relevant processes.
Diagnosing the residuals.
How to choose initial state distribution N (x0 , C0 )?
By assuming di use priors ….
How to estimate error covariances Qt and Rt ?
By Kalman lter likelihood:
n

−2 log(p(y1:n |x1:n , θ)) ∝

∑

(yt − Ht x̂ t )

[

T

y−1

Ct

y

(yt − Ht x̂ t ) + log(|Ct |)

]

t=1
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https://www.github.com/mjlaine/dlm/
https://mjlaine.github.io/dlm/ex/ozonedemo.html
https://arxiv.org/abs/1903.11309

DLM TOOLBOX
Matlab toolbox for DLM https://www.github.com/mjlaine/dlm/
Ozone time series example https://mjlaine.github.io/dlm/ex/ozonedemo.html
More info on DLM here https://arxiv.org/abs/1903.11309
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http://dx.doi.org/10.2307/3318737
http://dx.doi.org/10.1007/BF02789703
http://dx.doi.org/10.1007/s11222-006-9438-0
http://dx.doi.org/10.1111/j.1467-9868.2004.02053.x
http://dx.doi.org/10.5194/acp-8-7697-2008
http://dx.doi.org/10.1214/12-BA724
https://arxiv.org/abs/1903.11309

THATS ALL!
H. Haario, E. Saksman, J. Tamminen: An adaptive Metropolis algorithm, Bernoulli, 7(2),
2001. http://dx.doi.org/10.2307/3318737
H. Haario, E. Saksman, J. Tamminen: Componentwise adaptation for high dimensional
MCMC, Computational Statistics, 20(2), 2005. http://dx.doi.org/10.1007/BF02789703
H. Haario, M. Laine, A. Mira, E. Saksman: DRAM: E cient adaptive MCMC, Statistics and
Computing, 16(3), 2006. http://dx.doi.org/10.1007/s11222-006-9438-0
Haario H., M. Laine, M. Lehtinen, E. Saksman, J. Tamminen: MCMC methods for high
dimensional inversion in remote sensing, Journal of the Royal Statistical Society, Series B,
66(3), 2004. http://dx.doi.org/10.1111/j.1467-9868.2004.02053.x
Laine M., J. Tamminen: Aerosol model selection and uncertainty modelling by adaptive
MCMC technique, Atmospheric Chemistry and Physics, 8(24), 2008.
http://dx.doi.org/10.5194/acp-8-7697-2008
Solonen A., P. Ollinaho, M. Laine, H. Haario, J. Tamminen, H. Järvinen: E cient MCMC
for Climate Model Parameter Estimation: Parallel Adaptive Chains and Early Rejection,
Bayesian Analysis, 7(3), 2012. http://dx.doi.org/10.1214/12-BA724
M. Laine: Introduction to Dynamic Linear Models for Time Series Analysis, in Geodetic
Time Series Analysis and Applications, Springer 2019. https://arxiv.org/abs/1903.11309 ,
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EXERCISES

78 . 1

NON-LINEAR MODEL FITTING
Take a simple non-linear model. For example exponential decay, with:
y = θ1 + (A0 − θ1 ) exp(−θ2 t)

with data
data.tdata = [1,2,3,4,5,6,7,8,9,10]';
data.ydata = [0.487 0.572 0.369 0.179 0.119 0.0809 0.104 0.091 0.047 0.051]';

Here, you can assume rst that A0

= 1

.

Familiarize yourself with some MCMC package (matlab, python, R) or even write your
own code.
Write the code needed for the basic model y = f (x, θ) + ϵ, with i.i.d. Gaussian errors,
2
ϵ ∼ N (0, I σ ).
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NON-LINEAR MODEL FITTING (CONT.)
With your chosen MCMC package.
Estimate posterior p(θ|y) with MCMC.
Study the chain convergence. How long chains do you need?
Write down parameter estimates and the Monte Carlo errors of the estimates of
posterior mean and posterior covariance.
Consider di erent strategies to handle uncertainty in observation, σ .
Generate suitable predictive envelopes around the best t model.
How would handle the fact that observations are constrained to positive?
Add A0 as an extra parameter.
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EFFICIENCY OF MCMC METHODS
How would you judge correctness, convergence and the e ciency of a MCMC sampler?
Compare your chosen MCMC sampler to known Gaussian target (or even to the
"banana" target).
Do sampling multiple times for the same target and see how the mean estimates
behave. Could you infer the same from a single run?
Estimate Monte Carlo error by integrated autocorrelation and by batch means. Do you
get similar results?
What are the bene ts of di erent adaptation schemes?
When do you need burn-in?
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LOGISTIC MODEL WITH POISSON LIKELIHOOD
Consider a model for discrete events from Poisson distributions Nobs ∼ Poisson(μ(t)),
where the mean parameter μ(t) = E(N ) is modelled further with a logistic function
′

μ

and assuming N (0)

= 1

= kμ(μmax − μ),

.

Fit the model parameters k and μmax using MCMC and study the predictive behaviour of the
t, when have the following observations (next slide)
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LOGISTIC MODEL WITH POISSON LIKELIHOOD (CONT.)
time t

Nobs

0

1

2

1

4

3

6

5

8

3

10

4

12

3

14

0

16

1

18

0

20

1
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